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A rather immediate observation is that one form of stability is unreachable in any such game: no pure strategy in any iterated game is strongly stable. To see the nature of the problem consider the iterated Prisoner’s Dilemma (IPD). Selten and Hammerstein (1984, p.115) have pointed out that if a neutral mutant strategy, like TF2T, invades a population of TFT’s, all strategies will cooperate with all and, thus, all will score the same in all games. (A neutral mutant is simply a strategy that is behaviorally identical to the native when there are no other strategies in the population.)19 This, of course, means that TF2T, the invading mutant, will not go extinct, which implies that TFT is not strongly stable. Hence, the most that TFT can attain in the IPD is weak stability. And the general problem goes far beyond TFT or the IPD: since neutral mutants exist for all pure strategies in all iterated games with perfect monitoring, no pure or (finitely) mixed strategy can be strongly stable. Moreover, every pure and finitely mixed strategy has a great variety of neutral mutants: in the IPD, for example, every nice strategy – one that never defects first – is a neutral mutant of TFT.  

Clearly, given the ubiquity of neutral mutants, the problem is that once any pure native is invaded by a neutral mutant, the mutant strategy will not die out – it will drift in the population with a fitness equal to the native’s. Hence, the best the native strategy can do is prevent the mutant from spreading: weak stability is the only type of stability attainable in iterated games (cf., Selten, 1983; Van Damme, 1987). This fact is not a mere technicality: that strong stability is generally unattainable in repeated interactions describes an important phenomenon. Take, e.g., a population of TFT’s. Since everyone in this ecology always cooperates, TFT’s potential for retaliation is not exercised. As an unused capacity may decay, some TFT’s may change to a less provocable strategy, e.g., Generous TFT, a nice strategy that always reciprocates cooperation and probabilistically forgives some defections (Nowak and Sigmund, 1992). Because this ‘invasion’ produces no new behavior, it is unobservable, so TFT cannot stop Generous TFT from drifting into the population. Hence all we can hope for in populations of strategies in iterated games is weak stability.  
[…]
   
Neutral mutants are important for yet another reason. Consider how behaviors are replicated in evolutionary games. In one-shot games, pure strategies are simply actions; in repeated games, pure strategies are decision rules that determine what actions should be taken, should the relevant contingency arise. This difference has profound implications for the plausibility of the key assumption that strategies generally ‘breed true’, especially in domains where replication is by non-genetic methods, e.g., by imitation or other kinds of vicarious learning. If the game is one-shot, replication by imitation is a straightforward matter of observing successful strategies – i.e., actions – and adopting them. But in iterated games players do not observe each other’s strategies; one cannot observe a decision rule that specifies actions given an infinite number of contingencies that never arise. Instead, only moves are seen. Thus an effective strategy cannot simply be imitated; players must first infer which strategy generated the observed actions. Typically there will be infinitely many competing hypotheses (strategies) that can account for the data (behavior). This inference problem opens the door to neutral mutants: when new players arrive in the ecology, intending to imitate the strategy of the natives, the moves they observe do not give them sufficient information to replicate the natives’ strategy. Hence, the possibility of mistakes. Indeed, it is a plausible hypothesis that populations are often ‘invaded’ by neutral mutants because would-be imitators simply make an inferential error. (In general, the problem of how players learn to play specific strategies is a complex and an unresolved issue in experimental game theory.) 
Knowing now that neutral mutants preclude any strategy in an iterated game from attaining a strong form of evolutionary stability, the next step is to investigate what other type of stability, if any, is feasible. The lesson of this section is that whatever form of stability turns out to be possible in iterated games it must be established under the general assumption of heterogeneous mutations.    

