
  
    

Re: svn commit: r1070125 - /pdfbox/trunk/pdfbox/src/main/java/org/apache/pdfbox/util/PDFTextStripper.java



2011-02-16

Thread
Jeremias Maerki



Andreas,
I'm afraid this breaks compatibility with Java 5. java.util.Navigable*
was introduced with Java 6. We're still at Java 5, aren't we? README.txt
says so anyway.

Thanks!

On 12.02.2011 19:47:06 lehmi wrote:
 Author: lehmi
 Date: Sat Feb 12 18:47:06 2011
 New Revision: 1070125
 
 URL: http://svn.apache.org/viewvc?rev=1070125view=rev
 Log:
 PDFBOX-956: improved suppress duplicates algorithm when extracting text as 
 proposed by Kevin Jackson
 
 Modified:
 
 pdfbox/trunk/pdfbox/src/main/java/org/apache/pdfbox/util/PDFTextStripper.java
 
 Modified: 
 pdfbox/trunk/pdfbox/src/main/java/org/apache/pdfbox/util/PDFTextStripper.java
 URL: 
 http://svn.apache.org/viewvc/pdfbox/trunk/pdfbox/src/main/java/org/apache/pdfbox/util/PDFTextStripper.java?rev=1070125r1=1070124r2=1070125view=diff
 ==
 --- 
 pdfbox/trunk/pdfbox/src/main/java/org/apache/pdfbox/util/PDFTextStripper.java 
 (original)
 +++ 
 pdfbox/trunk/pdfbox/src/main/java/org/apache/pdfbox/util/PDFTextStripper.java 
 Sat Feb 12 18:47:06 2011
 @@ -26,7 +26,11 @@ import java.util.Iterator;
  import java.util.LinkedList;
  import java.util.List;
  import java.util.Map;
 +import java.util.NavigableMap;
 +import java.util.NavigableSet;
  import java.util.Properties;
 +import java.util.TreeMap;
 +import java.util.TreeSet;
  import java.util.Vector;
  import java.util.regex.Pattern;
  
 @@ -155,7 +159,8 @@ public class PDFTextStripper extends PDF
   */
  protected VectorListTextPosition charactersByArticle = new 
 VectorListTextPosition();
  
 -private MapString, ListTextPosition characterListMapping = new 
 HashMapString, ListTextPosition();
 +private MapString, NavigableMapFloat, NavigableSetFloat 
 characterListMapping =
 +new HashMapString, NavigableMapFloat, NavigableSetFloat();
  
  /**
   * encoding that text will be written in (or null).
 @@ -880,10 +885,10 @@ public class PDFTextStripper extends PDF
  String textCharacter = text.getCharacter();
  float textX = text.getX();
  float textY = text.getY();
 -ListTextPosition sameTextCharacters = 
 (ListTextPosition)characterListMapping.get( textCharacter );
 +NavigableMapFloat, NavigableSetFloat sameTextCharacters = 
 characterListMapping.get( textCharacter );
  if( sameTextCharacters == null )
  {
 -sameTextCharacters = new ArrayListTextPosition();
 +sameTextCharacters = new TreeMapFloat, 
 NavigableSetFloat();
  characterListMapping.put( textCharacter, sameTextCharacters 
 );
  }
  
 @@ -900,27 +905,29 @@ public class PDFTextStripper extends PDF
  //
  boolean suppressCharacter = false;
  float tolerance = (text.getWidth()/textCharacter.length())/3.0f;
 -for( int i=0; isameTextCharacters.size()  textCharacter != 
 null; i++ )
 -{
 -TextPosition character = sameTextCharacters.get( i );
 -String charCharacter = character.getCharacter();
 -float charX = character.getX();
 -float charY = character.getY();
 -//only want to suppress
 -
 -if( charCharacter != null 
 -//charCharacter.equals( textCharacter ) 
 -within( charX, textX, tolerance ) 
 -within( charY,
 -textY,
 -tolerance ) )
 +
 +NavigableMapFloat, NavigableSetFloat xMatches =
 +sameTextCharacters.subMap(textX - tolerance , false, textX + 
 tolerance , false);
 +for (NavigableSetFloat xMatch : xMatches.values()) 
 +{
 +NavigableSetFloat yMatches =
 +xMatch.subSet(textY - tolerance , false, textY + 
 tolerance , false);
 +if (!yMatches.isEmpty()) 
  {
  suppressCharacter = true;
 +break;
  }
  }
 +
  if( !suppressCharacter )
  {
 -sameTextCharacters.add( text );
 +NavigableSetFloat ySet = sameTextCharacters.get(textX);
 +if (ySet == null) 
 +{
 +ySet = new TreeSetFloat();
 +sameTextCharacters.put( textX,  ySet );
 +}
 +ySet.add( textY );
  showCharacter = true;
  }
  }
 




Jeremias Maerki








Re: Re: svn commit: r1070125 - /pdfbox/trunk/pdfbox/src/main/java/org/apache/pdfbox/util/PDFTextStripper.java



2011-02-16

Thread
Andreas Lehmkühler



Hi,

Gesendet: Mi, 16. Feb 2011 Von: Jeremias Maerkid...@jeremias-maerki.ch

 Andreas,
 I'm afraid this breaks compatibility with Java 5. java.util.Navigable*
GRMF, I thought I configured my IDE to be 1.5 compatible. I obviously missed 
something.

 was introduced with Java 6. We're still at Java 5, aren't we? README.txt
 says so anyway.
You're 100% correct. I'll fix that soon.

 Thanks!
Thanks for the pointer and I'm sorry for the inconvience!!

 SNIP
 ...
 Jeremias Maerki

BR
Andreas Lehmkühler







Re: Time for PDFBox 1.5.0?



2011-02-16

Thread
Jukka Zitting




Hi,

On 02/11/2011 12:27 PM, Jukka Zitting wrote:

I was hoping to have Tika 0.9 out by the end of the month, so ideally
I'd cut the PDFBox 1.5.0 release candidate after next week on something
like Monday, 21st. Would that work for everyone?


Due to a miscommunication on my part the Tika 0.9 release candidate was 
already cut with PDFBox 1.4.0, so there's now no time pressure on the 
1.5.0 release from my side.


But having 1.5.0 out would be a good idea regardless of the Tika release 
schedule, so unless anyone prefers that we postpone this release I plan 
to go forward with the originally proposed schedule of cutting the 
release candidate on next Monday.


--
Jukka Zitting







Re: [jira] Commented: (PDFBOX-956) Poor text extraction performance in PDFTextStripper.java



2011-02-16

Thread
Ted Dunning



Of course, java 1.6 is the current version of Java.

How many people actually need to use 1.5?

On Wed, Feb 16, 2011 at 12:04 PM, Lars Torunski (JIRA) j...@apache.orgwrote:


[
 https://issues.apache.org/jira/browse/PDFBOX-956?page=com.atlassian.jira.plugin.system.issuetabpanels:comment-tabpanelfocusedCommentId=12995491#comment-12995491]

 Lars Torunski commented on PDFBOX-956:
 --

 Using NavigableMap in the patch will result in the dependency to Java 6.

  Poor text extraction performance in PDFTextStripper.java
  
 
  Key: PDFBOX-956
  URL: https://issues.apache.org/jira/browse/PDFBOX-956
  Project: PDFBox
   Issue Type: Improvement
   Components: Text extraction
 Affects Versions: 1.4.0
 Reporter: Kevin Jackson
 Assignee: Andreas Lehmkühler
  Fix For: 1.5.0
 
  Attachments: PDFBOX956-c4ce2fcd_69.txt,
 PDFTextStripper.java.patch, c4ce2fcd_69.pdf
 
 
  The worst case performance of the suppressDuplicateOverlappingText logic
 in processTextPosition is O(n^2).
  The patch is to use a TreeMap to achieve O(N log N) performance.
  The example PDF took over 2 hours to extract the text before this patch
 and less than 10 minute after.
  BTW:  The extracted text is also quite different compared to Adobe
 Reader.  Not sure which is correct but for this document it doesn't matter.

 --
 This message is automatically generated by JIRA.
 -
 For more information on JIRA, see: http://www.atlassian.com/software/jira










Re: [jira] Commented: (PDFBOX-956) Poor text extraction performance in PDFTextStripper.java



2011-02-16

Thread
Adam



While I agree, and it's true that Java 1.5 has already passed its end of 
life, there are still a lot of people who are using it.  For example, the 
company I work for hasn't upgraded to 1.6 yet.

 
Thanks,
Adam





From:
Ted Dunning ted.dunn...@gmail.com
To:
dev@pdfbox.apache.org
Date:
02/16/2011 12:13
Subject:
Re: [jira] Commented: (PDFBOX-956) Poor text extraction performance in 
PDFTextStripper.java



Of course, java 1.6 is the current version of Java.

How many people actually need to use 1.5?

On Wed, Feb 16, 2011 at 12:04 PM, Lars Torunski (JIRA) 
j...@apache.orgwrote:


[
 
https://issues.apache.org/jira/browse/PDFBOX-956?page=com.atlassian.jira.plugin.system.issuetabpanels:comment-tabpanelfocusedCommentId=12995491#comment-12995491
]

 Lars Torunski commented on PDFBOX-956:
 --

 Using NavigableMap in the patch will result in the dependency to Java 6.

  Poor text extraction performance in PDFTextStripper.java
  
 
  Key: PDFBOX-956
  URL: https://issues.apache.org/jira/browse/PDFBOX-956
  Project: PDFBox
   Issue Type: Improvement
   Components: Text extraction
 Affects Versions: 1.4.0
 Reporter: Kevin Jackson
 Assignee: Andreas Lehmkühler
  Fix For: 1.5.0
 
  Attachments: PDFBOX956-c4ce2fcd_69.txt,
 PDFTextStripper.java.patch, c4ce2fcd_69.pdf
 
 
  The worst case performance of the suppressDuplicateOverlappingText 
logic
 in processTextPosition is O(n^2).
  The patch is to use a TreeMap to achieve O(N log N) performance.
  The example PDF took over 2 hours to extract the text before this 
patch
 and less than 10 minute after.
  BTW:  The extracted text is also quite different compared to Adobe
 Reader.  Not sure which is correct but for this document it doesn't 
matter.

 --
 This message is automatically generated by JIRA.
 -
 For more information on JIRA, see: 
http://www.atlassian.com/software/jira
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[jira] Issue Comment Edited: (PDFBOX-956) Poor text extraction performance in PDFTextStripper.java



2011-02-16

Thread
JIRA




[ 
https://issues.apache.org/jira/browse/PDFBOX-956?page=com.atlassian.jira.plugin.system.issuetabpanels:comment-tabpanelfocusedCommentId=12995708#comment-12995708
 ] 

Andreas Lehmkühler edited comment on PDFBOX-956 at 2/17/11 7:54 AM:


The minimum requirements for PDFBox are java 1.5 and I guess that won't be 
changed in a near future.

As I introduced the issue I'll take care of this.

  was (Author: lehmi):
The minimum requirements for PDFBox are java 1.5 and I guess that won't be 
changed in a near future.

I'll take care of this.
  
 Poor text extraction performance in PDFTextStripper.java
 

 Key: PDFBOX-956
 URL: https://issues.apache.org/jira/browse/PDFBOX-956
 Project: PDFBox
  Issue Type: Improvement
  Components: Text extraction
Affects Versions: 1.4.0
Reporter: Kevin Jackson
Assignee: Andreas Lehmkühler
 Fix For: 1.5.0

 Attachments: PDFBOX956-c4ce2fcd_69.txt, PDFTextStripper.java.patch, 
 c4ce2fcd_69.pdf


 The worst case performance of the suppressDuplicateOverlappingText logic in 
 processTextPosition is O(n^2).
 The patch is to use a TreeMap to achieve O(N log N) performance.
 The example PDF took over 2 hours to extract the text before this patch and 
 less than 10 minute after.
 BTW:  The extracted text is also quite different compared to Adobe Reader.  
 Not sure which is correct but for this document it doesn't matter.

-- 
This message is automatically generated by JIRA.
-
For more information on JIRA, see: http://www.atlassian.com/software/jira









[jira] Reopened: (PDFBOX-956) Poor text extraction performance in PDFTextStripper.java



2011-02-16

Thread
JIRA




 [ 
https://issues.apache.org/jira/browse/PDFBOX-956?page=com.atlassian.jira.plugin.system.issuetabpanels:all-tabpanel
 ]

Andreas Lehmkühler reopened PDFBOX-956:
---


The minimum requirements for PDFBox are java 1.5 and I guess that won't be 
changed in a near future.

I'll take care of this.

 Poor text extraction performance in PDFTextStripper.java
 

 Key: PDFBOX-956
 URL: https://issues.apache.org/jira/browse/PDFBOX-956
 Project: PDFBox
  Issue Type: Improvement
  Components: Text extraction
Affects Versions: 1.4.0
Reporter: Kevin Jackson
Assignee: Andreas Lehmkühler
 Fix For: 1.5.0

 Attachments: PDFBOX956-c4ce2fcd_69.txt, PDFTextStripper.java.patch, 
 c4ce2fcd_69.pdf


 The worst case performance of the suppressDuplicateOverlappingText logic in 
 processTextPosition is O(n^2).
 The patch is to use a TreeMap to achieve O(N log N) performance.
 The example PDF took over 2 hours to extract the text before this patch and 
 less than 10 minute after.
 BTW:  The extracted text is also quite different compared to Adobe Reader.  
 Not sure which is correct but for this document it doesn't matter.

-- 
This message is automatically generated by JIRA.
-
For more information on JIRA, see: http://www.atlassian.com/software/jira
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